Are Relationships Important?

The following messages were posted on the newsgroup comp.databases.ms-access between 7/7/2003 and 7/13/2003.  As you can see from below, there are many opinions.  Some of these opinions, such as that of Michael ("michka") Kaplan, should carry a lot more weight than other opinions.  (Michael is a former member of the Access Development Team at Microsoft, has written many articles for various Access related publications, and has authored at least one book.  His web site is http://www.trigeminal.com).

Here is the first message, from Michael (not Michael Kaplan) that started this thread:

From: Michael 

Newsgroups: comp.databases.ms-access

Sent: Monday, July 07, 2003 4:41 PM

Subject: relationships

Has anyone had a similar problem?

I have inherited a database where the relationships don't want to work.

I go to the relationship window and set them up, save it thinking that all is well and no error messages are reported.

The next time I open the window (even a second later), nearly all of the relationships have been wiped out.

I have no explanation for this. The data in the tables are sound, there are no integrity violations or anything like this.

What gives?????

"Tom van Stiphout" <tom7744@no.spam.cox.net> wrote in message news:fjjkgv4qdo5qmfsd1jemuin39n6skf6487@4ax.com...

Try menu option Relationships / Show All.

Otherwise, make sure you don't have some kind of corruption going on.

-Tom.

 "David Merrick" <deemerrick@members.v21.co.uk> wrote in message news:3f0a8581@news.greennet.net...

Are you viewing all the relationships ? ('Show All')


- remember also that unless you are doing things like cascading amendments, setting up
relationships is unimportant. I don't think I have ever used any relationships in any of my databases.

d

 

"Arno R" <arracomn_o_s_p_a_m@tiscali.nl> wrote in message news:beebq3$pss$1@reader1.tiscali.nl...

David,
I completely miss you here. What about referential integrity? Without it any user with access to the tables can put in *anything* as long as Jet accepts it at the field definition-level. I would by all means use relationships with referential integrity 'on' to develop a reliable database.

Arno R

"Ben Shark" <brad@fastway.org> wrote in message news:dd32233c.0307081552.69429907@posting.google.com...

Relationships aren't important at all. Don't worry about them. No need.

 "Tom van Stiphout" <tom7744@no.spam.cox.net> wrote in message news:tf1ngvgo9a7ebup2uir6pd83sm3sr4p0oi@4ax.com...

On 8 Jul 2003 16:52:14 -0700, brad@fastway.org (Ben Shark) wrote:

I have a bet with myself: In any database without referential integrity, of a serious size, used for a serious amount of time, I will be able to find orphaned records.

I haven't had to pay up yet in about 8 years or so I've been having this bet.  

Eventually your and DM's clients will find our company, and it will be an easy sale.

-Tom.

 "Michael (michka) Kaplan [MS]" <michkap@online.microsoft.com> wrote in message news:3f0b9e69$1@news.microsoft.com...

"Ben Shark" <brad@fastway.org> wrote...

> Relationships aren't important at all. Don't worry about them. No need.

Not true in databases, and not true in life.

Though there may be a connection between people who believe the latter having trouble with the former? :-)

-- 
MichKa [MS]

This posting is provided "AS IS" with no warranties, and confers no rights.

 "Lyle Fairfield" <lylefair@yahoo.com> wrote in message news:Xns93B31939F3412lylefairyahoocom@130.133.1.4...

brad@fastway.org (Ben Shark) wrote in news:dd32233c.0307081552.69429907
@posting.google.com:

> Relationships aren't important at all. Don't worry about them. No need.

This has gotta be Don yanking our chains, right?

RIGHT?

C'mon Don, be a bit subtle; choose some position that someone more intelligent than a rock (or George W) might actually have.

-- 
Lyle

Editorial note from Tom: There is a person, apparently named Don P. Mellon, who is considered a "troll" for the comp.databases.ms-access newsgroup.  He often times posts misleading answers to beginners, and at other times he posts really vulgar items (all under a variety of alias—he doesn't use his real name).

"Andy" <aon14@lycos.co.uk> wrote in message news:553b50a7.0307090114.781dbdae@posting.google.com...

I routinely used to develop access and vb on access apps with no relationships. Back in the days when memory and resources might well be critical and any possible overhead was to be avoided. These had no problems with orphaned records due to the UI. Depends on how the users interact with the database.

Interesting rush to condemnation, guys.
You sure take your opinions seriously.

"Lyle Fairfield" <lylefair@yahoo.com> wrote in message news:Xns93B3471697AA3lylefairyahoocom@130.133.1.4...

Great, Andy, let's not have a war over this. Almost everyone will have his/her own position on relationships. Those who don't, and wish to be influenced by "opinion", may choose that of

Andy, Ben and David

or that of

Michka, Tom, Arno and Lyle,

and apply that opinion and accept whatver the results of doing so are.

-- 
Lyle

"Andy" <aon14@lycos.co.uk> wrote in message news:553b50a7.0307100000.2ceb8211@posting.google.com...


It's not the difference in opinions I find *really* interesting. IMO, the style of expression of some posters needs work.

"David W. Fenton" <dXXXfenton@bway.net> wrote in message news:93B369102dfentonbwaynet@24.168.128.74...

Those days were long past at the point that Access came into being. Access never existed without a good virtual memory system beneath it. 

And the overhead required for enforcing relationships would have been dwarfed by the OLE overhead, in any case, which you could not get around in any Access database because it's fundamental to the whole program's architecture. 

>These had no problems with orphaned records due to the UI.
>Depends on how the users interact with the database.

Indeed. If users never do anything with your data except through your UI and your UI has no errors in it, then your app shouldn't produce orphan records. 

Of course, users always find ways to get around barriers you put in their path, and I, for one, have found myself to be highly fallible in terms of anticipating every error that could ever happen. 

>Interesting rush to condemnation, guys.
>You sure take your opinions seriously.

I personally cannot take seriously any database developer who does not utilize engine-level referential integrity. It is the sign to me of one of two things: 

1. colossal ignorance, or inexperience.

OR

2. old-fashioned habits retained from the days before PC-based DBMS's had engine-level RI. 

A true story:

I was involved not so long ago in a project that downloaded data from a MySQL database edited via a website and synchronized Access data with that downloaded data. It worked great. 

About a year after the system went live, the client moved the website to a new host and instead of PHP3.x, it was now running on PHP4. From that point forward, the download and synchronization process would fail. 

Why?

Because, since MySQL had no RI at the time, a change in the way PHP4 interpreted some of the code caused quite few records with a foreign key of 0 to be inserted in several of the tables. Since the Access database *did* have RI enforced, trying to insert these child records that had no parents failed every time. 

What changed? Only the version of PHP -- the code in the application remained the same. 

So, if you're not using RI, don't upgrade your Access application, as you'll never know if it will work the same or not. 

-- 
David W. Fenton                        http://www.bway.net/~dfenton
dfenton at bway dot net                http://www.bway.net/~dfassoc
"Lyle Fairfield" <lylefair@yahoo.com> wrote in message news:Xns93B25599559E3lylefairyahoocom@130.133.1.4...

"David Merrick" <deemerrick@members.v21.co.uk> wrote in
news:3f0a8581@news.greennet.net: 

> - remember also that unless you are doing things like cascading
> amendments, setting up relationships is unimportant..

This it totally untrue. Relationships are not just important, they are vital. Without them, one has chaos; with them, one has a database. 

> I don't think I have ever used any relationships in any of my databases

Then you have never created or "had" a database.

-- 
Lyle

"David Merrick" <deemerrick@members.v21.co.uk> wrote in message news:3f0d2818@news.greennet.net...

I'm glad to see I still have the ability to shock, even if it was unintended! Perhaps we should both express our consideration of the question in more detail...

The following are some of my own experiences which spring to mind regarding your points.


- My record IDs are numeric counters or equivalent, so there's never a need for re-IDing a
record to 'rename' it.


- Duplicate records are merged programmatically.


- Deletions don't cascade because I intercept deletions and give users the flexibility of
merging, archiving, deleting, or keeping different branches of the deletion tree when they
try to delete.


- Relationships are unuseful for building queries in my databases, as I have my own
query builders and utilities which remove a user's need for knowing how a database is
structured.
- However you choose to implement replication, you don't necessarily want unchecked
cascaded changes on the master data when a change is initiated from a replica where the
user may not see the full situation.


- Whilst you suggest users may enter orphaned data directly into subtables, I find they
don't, and if they were to, it is easily reversed. You can minimises such things by turning off the database window, disabling the startup bypass key, and making query-results read-only. On the other hand, the consequences of a user unthinkingly cascade-deleting due to a relationship without realising is far less reversible.


- A lot of my fields involve multiple ID fields of a simple (e.g. PreferredSuppliers='12,45,23', or ImageFeatures='4,7,9') or complex kind. They are
generically converted to text using permanently open lookup data usually held locally, and edited using a generic multiple-entry box/tool. In particular (amongst other things) this means they can be displayed as a concatenated string in a textbox rather than merely a subform/subreport for the active record. The computer has no way of handling such data through the standard Relationships system, despite the fact that they are valid key
references.


- Just to add that I've been programming databases for nearly ten years now; and my
databases are clearly very far from the mess envisaged.

Regards,

david

 

"Michael (michka) Kaplan [MS]" <michkap@online.microsoft.com> wrote in message news:3f0d5fa0@news.microsoft.com...

"David Merrick" <deemerrick@members.v21.co.uk> wrote...

> - Just to add that I've been programming databases for nearly ten years now; and my
> databases are clearly very far from the mess envisaged.

Well, to this (and responsed by Andy and others) I have three different responses:

1) The fact that you do not have enforced relationships at the engine level actually means you may well have "lost" data. If your queries are designed well they will never include the bad data, and thus everything will work well as far as anyone can tell. Your own design skills work against you in this case.

2) If you take the trouble to design everything as you have then you are actually going through a lot of effort to duplicate the functionality provided by Jet. There is nothing wrong with that, except (a) perhaps you have bugs and obviously Jet gets the testing of over a million customers and (b) your code can hardly save on resources since VBA code is less performance than engine level validation in Jet.

3) The experience of an individual developer nonwithstanding, is it truly your contention that an "average" user of Access (who is not a developer in most cases) is really going to be able to duplicate the functionality of referential integrity in VBA code? And do you truly think that it is therefore good advice to give in a newsgroup such as this without even a caveat explaining how much experience it takes to get away with such an approach?

-- 
MichKa [MS]

This posting is provided "AS IS" with
no warranties, and confers no rights.

 

"David Merrick" <deemerrick@members.v21.co.uk> wrote in message news:3f0e8557@news.greennet.net...

I think the point here is simply that if people actually read my original post that started all this off, I wasn't at all recommending a person not use relationships. I explained how to see the apparently missing relationships and was merely implying in an aside that on the chance that they couldn't get the intended relationships working, then unless there were cascade updates that were relied upon, things should still be all right.

(I said:
Are you viewing all the relationships ? ('Show All')
- remember also that unless you are doing things like cascading amendments, setting up
relationships is unimportant. I don't think I have ever used any relationships in any of
my databases.)

d

"Michael (michka) Kaplan [MS]" <michkap@online.microsoft.com> wrote in message news:3f0ecc73@news.microsoft.com...

Sorry, but I read your post. Your orginal statement is WRONG.

Cascading updates and cascading deletes have nothing to do with the importance of relationships. What makes them important is whether they enforce referential integrity.

Now a good database application will have referential integrty (whether it is enforced by Jet or enforced by the application). A bad one will not.

But an application that does not have Jet enforce it at the engine level is subject to users who open a backend db directly and muck with tables (something that users actually *do* with a disconcerting frequency). Therefore a smart application will not proudly redo what is already done in a better, faster, and sturdier way.


-- 
MichKa [MS]

This posting is provided "AS IS" with
no warranties, and confers no rights.

 

"Lyle Fairfield" <lylefair@yahoo.com> wrote in message news:Xns93B5783DBDC1Dlylefair@130.133.1.4...

"Michael \(michka\) Kaplan [MS]" <michkap@online.microsoft.com> wrote in
news:3f0ecc73@news.microsoft.com: 

> But an application that does not have Jet enforce it at the engine
> level is subject to users who open a backend db directly and muck with
> tables (something that users actually *do* with a disconcerting
> frequency).

It's happened to me in an older version of Foxpro, which had no RI at the time, not by a user, but by the System Administrator. Neither the users nor I could understand why we had more classes than we had classes in schools. Finally we discovered that the SA had helped us by removing a couple of schools which had been closed, but that he had forgotten to remove those schools' classes. It's hard to prevent SAs from doing such things. As these classes required an allotment of about $60000 each to staff, this was not so "helpful".


Solid RI is one of the major reasons I moved to Access/Jet many years ago.

 

"David Merrick" <deemerrick@members.v21.co.uk> wrote in message news:3f0fd1dd@news.greennet.net...

I presume from what you say, that had you had relationships in place, your sa would simply have removed them and then added the data anyway :)

Well I must admit I personally haven't found that users do such things, and you can just
include an AutoExec which closes the source data if someone tries opening it. This is
probably because most of my tables would be gibberish columns of IDs to anyone opening
them in the hope of adding data. I guess if I found such a culture I might think about
putting them in as a way of avoiding such things, although I'd probably conclude that none of the legitimate data would be safe as the users would be typing a person's age into
their name field etc and other random things (which I find is more inclined to happen).

I do think this is a good discussion topic to be having, although I think the tone needs
to be made a little more harmonious. I think my original posting is still perhaps misunderstood, although maybe that doesn't matter now. I simply meant how with an unknown database design the relationships that mattered programmatically are the cascades, which I backed up with a comment about my own. Probably by unimportant I should have used the word unnecessary, which strictly has the meaning I meant. The discussion then seems to have taken an entirely different slant about what I happen to do successfully in my databases.


I ran a loop yesterday through the 180 relationships in my current database and there were a number of orphaned IDs, however when I scrutinised them I located them as being orphans from the data I imported for the project some while back. There wasn't a great need to tackle them at the time as they cause no inherent problems..

d

 

"Michael (michka) Kaplan [MS]" <michkap@online.microsoft.com> wrote in message news:3f103dbc@news.microsoft.com...

"David Merrick" <deemerrick@members.v21.co.uk> wrote...


> The discussion then seems to have taken an entirely different slant about
> what I happen to do successfully in my databases.

Well, "successfully" is a relative word, as you manage to prove in the next sentence you wrote that you were not successful, only that you did not fail in ways that you consider critical.

If you had simply let Jet enforce relationships, it would not have been a problem? :-)

> I ran a loop yesterday through the 180 relationships in my current database
> and there were a number of orphaned IDs, however when I scrutinised them
> I located them as being orphans from the data I imported for the project some
> while back. There wasn't a great need to tackle them at the time as they cause
> no inherent problems..

That you know of.

But why take such risks? If the data is unimportant, there is no need for a database. If it is important, than every effort to make sure it is as accurate as possible seems critical. Ignoring built-in tools that would apparently be superior to the complex solutions you have created truly suggest that you may want to rethink your position here.


-- 
MichKa [MS]

This posting is provided "AS IS" with
no warranties, and confers no rights.

 

"Brendan Reynolds" <brenreyn@indigo.ie> wrote in message news:fTbQa.22861$pK2.35263@news.indigo.ie...

"David Merrick" <deemerrick@members.v21.co.uk> wrote in message
news:3f0fd1dd@news.greennet.net...


> I presume from what you say, that had you had relationships in place, your sa would simply have removed them and then added the data anyway :)

I think there's an important difference, David. When that sa removed a couple of records, from the sa's point of view that probably didn't seem all that different from what users did normally via the front end. From the sa's point of view, it probably seemed like a simple and reasonable thing to do.

If, on the other hand, the sa had to remove relationships before the records could be removed, that should give any responsible sa pause for thought. Clearly, this *is* different from what users normally do, this is meddling with the design. At that point, any responsible sa should be thinking: "Gee, maybe I should talk to the developer before I mess around with this?"

-- 
Brendan Reynolds
brenreyn@indigo.ie
 

"David Merrick" <deemerrick@members.v21.co.uk> wrote in message news:3f127657@news.greennet.net...

Many apologies - the bit about the sa was a bit of humour

david

 

"Anne Nolan" <MUNGEanneDOTnolanNOSPAM@rts-group.com> wrote in message news:3F0D7D8B.9BD46C0F@rts-group.com...

David,

Several of your points have more to do with cascade updates/deletes rather than referential integrity.  I've used the idea of cascade update/delete VERY sparingly, but have relationships everywhere they are needed.

The cascading stuff is not an integral part of referential integrity, but just an added
feature.  Indeed, in Oracle (until recently, anyway), you have to take care of the cascade
update/deletes in a trigger; it's not part of the foreign key declaration.

Anne Nolan

